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Fine-tuning BERT



Fine-tuning BERT on Small Datasets is Unstable

Why is fine-tuning so unstable? How can we fix it?

Figure from Phang et al, 2018 



• Optimization Algorithm 

• Initialization 

• Number of iterations

Analyzing from Three Aspects of Optimization



Optimization Algorithm: Debiasing Omission in BERTAdam

Adam Algorithm (Kingma & Ba, 2014)
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Initialization:
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Adam Algorithm (Kingma & Ba, 2014)

Gradients:
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Initialization:

Bias-corrected second moment estimate: ̂vt ←
vt

1 − βt
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Parameter update: θt ← θt−1 − α ⋅
m̂t

̂vt



Bias-corrected second moment estimate: ̂vt ←
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Adam Algorithm (Kingma & Ba, 2014)

Gradients:

First moment estimate: mt ← β1mt−1 + (1 − β1)gt

vt ← β2vt−1 + (1 − β2)g2
tSecond moment estimate:

m0 ← 0
v0 ← 0

Bias-corrected first moment estimate: m̂t ←
mt

1 − βt
1

Parameter update: θt ← θt−1 − α ⋅
m̂t

̂vt

BERTAdam omits bias-correction

Parameter update: θt ← θt−1 − α ⋅
mt

vt

xt
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In each iteration t, we have mini-batch 

Initialization:



Optimization Algorithm: Debiasing Omission in BERTAdam

BERTAdam update magnitude

Adam update magnitude
=

mt

vt

m̂t

̂vt

=
1 − βt

1

1 − βt
2

=
1 − 0.9t

1 − 0.999t

Bias ratio:



Optimization Algorithm: Debiasing Omission in BERTAdam
Small 

datasets

BERTAdam update magnitude

Adam update magnitude

Bias ratio:
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Initialization: Re-initializing BERT Pre-trained Layers

Input

Transformer Layer 1
Transformer Layer 2
Transformer Layer 3

Transformer Layer 24

Transformer Layer 23

Transformer Layer 22
Transformer Layer 21
Transformer Layer 20

Output

More specific to the pre-training task



Initialization: Re-initializing BERT Pre-trained Layers

Input

Transformer Layer 1
Transformer Layer 2
Transformer Layer 3

Transformer Layer 24

Transformer Layer 23

Transformer Layer 22
Transformer Layer 21
Transformer Layer 20

Output

Re-initialize the last L layers
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Initialization: Re-initializing BERT Pre-trained Layers



Number of Iterations: Fine-tuning BERT for Longer

The conventional 3-epoch recipe is insufficient!
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Take-aways

Thank you! Paper: Code:


