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The Problem

We consider a variant of the active search problem [1], where we wish to find members
(designs) of a rare desired class in a batch sequential manner with a fixed black‐box
evaluation (e.g. experiment) budget. We call sequential active learning of a conditional
generative model of these designs active generation.

Examples of rare designs are compounds that could be useful pharmaceutical drugs, or
highly active enzymes for catalyzing chemical reactions. We assume the design space
is discrete or partially discrete, high‐dimensional, and practically innumerable.

Contributions of this work:
1. formulate active generation objective for discrete design spaces,
2. present a variational inference algorithm, VSD, which solves this objective,
3. show that VSD performs well theoretically and empirically,
4. connect active generation to other generative methods for discrete BBO.

Formulating Active Generation

We are given a design space X , which can be discrete or mixed discrete‐continuous and
high dimensional, and where for each instance that we choose x ∈ X , we measure some
corresponding property of interest (so‐called fitness) y ∈ R,

y = f�(x) + ϵ, (1)

for some black‐box function (e.g. the experiment), f�, and measurement error ϵ ∈ R,
distributed according to p(ϵ) with Ep(ϵ)[ϵ] = 0.

Instead of modeling the whole space, X , we are only interested in a set of events based
on fitness, S ⊂ X . We wish to learn a generative model, q(x), that only returns samples
x(s) ∈ S , by efficiently querying the black‐box function in Eqn. 1. For this work we
consider primarily SSLS := {x : f�(x) > τ}, but also SBBO := argmaxx f�(x), though we
only have access to noisy measurements, y.

Our primary task is active learning of the super level‐set distribution, p(x|y > τ ).

How is Active Generation Different from Bayesian Optimization?
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(a) Unmodified Batch BO, argminx f�(x), select x from a list.
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(b) VSD Active Generation, argminϕ D[p(x|y > τ )∥q(x|ϕ)], generate x.

Variational Search Distributions

We cast the estimation of p(x|y > τ ) as a sequential optimization problem. A suitable
objective for a round, t, is to minimize a divergence,

ϕ∗
t = argmin

ϕ
D[p(x|y > τ )∥q(x|ϕ)] . (2)

If we use the reverse Kullback Leibler divergence, we can cast this as maximizing the
evidence lower bound (ELBO),

LELBO(ϕ) = Eq(x|ϕ)[log p(y > τ |x)] − DKL[q(x|ϕ)∥p(x|D0)] , (3)

we assume access to a prior distribution over the space of designs, p(x|D0), that may be
informed from the data at hand (or pre‐trained).

We note the relationship between log p(y > τ |x) and the probability of improvement (PI)
acquisition function in Bayesian optimization (BO),

log p(y > τ |x) ≈ log p(y > τ |x, DN) = logEp(y|x,DN)[1[y > τ ]] = log αPI(x, DN , τ ) . (4)

Here 1 : {false, true} → {0, 1} is the indicator function and p(y|x, DN) is typically esti‐
mated using the posterior predictive distribution of a Gaussian process (GP).

We plug in log PI in place of the expected log likelihood, and refer to this strategy as
GP‐PI. We rewrite the ELBO accordingly,

LELBO(ϕ, τ, DN) = Eq(x|ϕ)[log αPI(x, DN , τ )] − DKL[q(x|ϕ)∥p(x|D0)] . (5)

The method that maximizes the objective in Equation 5 we call VSD.

We use black‐box variational inference [2] for optimization of our ELBO. This uses a
Monte‐Carlo score function gradient estimator, and allows us to avoid propagating gradi‐
ents through discrete x.

Class Probability Estimation

An alternative to GP‐PI is to directly estimate the quantity p(y > τ |x, DN). We do
this with class probability estimator (CPE) on the labels z := 1[y > τ ] ∈ {0, 1} so
p(y > τ |x, DN) = p(z = 1|x, DN) ≈ πθ(x), where πθ : X → [0, 1]. This is the same strategy
used in BORE [3]. The VSD objective using CPE becomes,

LELBO(ϕ, θ) = Eq(x|ϕ)[log πθ(x)] − DKL[q(x|ϕ)∥p(x|D0)] , (6)

and we use θ∗
t = argminθ LCPE(θ, Dz

N). CPE‐PI allows VSD to scale |DN | ≫ O(1000).

(a) LSTM Prior (b) Transformer Prior (c) LSTM Posterior (d) Transformer Post.
Figure: VSD conditioning an LSTM and transformer trained on MNIST to generate {3, 5}.

Covergence Rates

Theorem 2.1. Let assumptions D.1 to D.5 hold. Then VSD equipped with GP‐PI approaches the
level‐set distribution at the following rate:

D[p(x|y > τt, Dt)∥p(x|y > τt, f�)] ∈ OP(t−1/2) . (7)

Corollary 2.2. Let πθ be a fully connected ReLU network. Then, under assumptions in Proposition
E.2, VSD with CPE‐PI achieves:

D[p(x|y > τt, Dt)∥p(x|y > τ, f�)] ∈ ÕP

(
t
− 1

2(M+1)
)

, (8)

which asymptotically vanishes for all finite sequence lengths M .

Experiments

Fitness landscapes — fixed τ for learning p(x|y > τ )

(a) DHFR (b) TrpB (c) TFBIND8

Figure: Fitness landscape results. Precision, recall and cumulative fitness (higher is better) on three combinatorially
complete datasets. These measures are defined w.r.t. membership in the measured super level‐set, 1[y > τ ].

Black box optimization — increasing τt for finding argmaxx f�(x)

(a) Independent (b) LSTM (c) Transformer

Figure: Black‐box optimization results. Simple regret (lower is better) on GFP with independent and
auto‐regressive variational distributions, q(x|ϕ).

(a) M = 15 (b) M = 32 (c) M = 64

Figure: Ehrlich function BBO results (poli implementation). VSD and CbAS with different variational distributions;
mean field (MF), LSTM and transformer (TFM), compared against genetic algorithm (GA) and LaMBO‐2 baselines.
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