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Our benchmark dataset has been used by Google's Gemini, DeepSeek, and Kimi
Paper

SEALQA poses significant challenges to frontier models Breakdown of SEAL-HARD results by 
question category

Accuracy on SEAL-0 and SEAL-HARD. Frontier LLMs face 
significant challenges on the SEAL-0 and SEAL-HARD subsets, 

as SEALQA demands careful search and robust reasoning .
A challenging benchmark for evaluating 
search-augmented LLMs that requires deep 
reasoning to handle noisy web searches.

Test-time scaling does not lead to reliable gains

Advanced reasoning models (DeepSeek, o3-mini) are highly 
vulnerable to noisy search results

SEALQA comes in three flavors:

SEAL-0 (main; 111 questions):  A carefully 
curated core set where frontier non-reasoning 
models consistently fail.

SEAL-HARD (254 questions): A broader set of 
SEAL-0 along with additional challenging 
questions.

LongSeal (254 questions): A “needle-in-a-
haystack” variant to test long-context multi-
document reasoning.

Frontier LLMS fail to reliably identify relevant documents 
in LONGSEAL when numerous distractors are present

Frontier models fail to extract correct answers 
even when no distractors are provided.
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