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Summary
KaVa distills compressed KV-cache trajectories 
from a teacher model into a latent‑reasoning 
student. 

By aligning stepwise KV trajectories with 
continuous latent tokens, KaVa achieves: 
- CoT-level accuracy
- Faster Inference 
- Better scaling

We introduce KaVa, the first framework that distils knowledge from a 
teacher’s compressed KV-cache into a latent reasoning student. 
By aligning stepwise KV trajectories with continuous latent tokens, KaVa 
combines CoT-level accuracy with latent efficiency, outperforming 
strong baselines and scaling seamlessly to larger models. 

We introduce KaVa, the first framework that distils knowledge from a teacher’s compressed KV-cache into a latent reasoning student. 
By aligning stepwise KV trajectories with continuous latent tokens, KaVa combines CoT-level accuracy with latent efficiency, 
outperforming strong baselines and scaling seamlessly to larger models. 

performs “reasoning” in the model’s latent space

- More abstract thinking
- Compression of verbose 

reasoning traces

- No direct supervision 
signal for latent thought

- Lost interpretability

Latent Reasoning

KaVa: Method Overview

The final training objective

- Use Ground Truth CoT to get teacher’s KV-cache

- Apply KV eviction method to compress the KV-cache 

- Train the latent reasoning student to generate 
compressed KV-cache (KV cache distillation)

- Replace CoT with latent tokens at inference

Results
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We introduce KaVa, the first framework that distils 
knowledge from a teacher’s compressed KV-cache into a 
latent reasoning student. 
By aligning stepwise KV trajectories with continuous latent 
tokens, KaVa combines CoT-level accuracy with latent 
efficiency, outperforming strong baselines and scaling 
seamlessly to larger models. 

Ablations

We compare Keys (left) and Values (right) 
corresponding to the generated latent trace with 
compressed GT KV cache.

Student learned to generate compressed KV-cache

KV loss improves method robustness to 
data processing

KaVa demonstrates competitive 
performance requiring fewer 
forward passes than full CoT

We use 2 training datasets:
- GSM8k-Aug
- GSM8k-Aug-NL

And 3 base models:
- Qwen0.5
- Llama-1b and Llama-3b

Efficiency (# forward passes)

We introduce KaVa, the first framework that distils knowledge from a 
teacher’s compressed KV-cache into a latent reasoning student. 
By aligning stepwise KV trajectories with continuous latent tokens, 
KaVa combines CoT-level accuracy with latent efficiency, 
outperforming strong baselines and scaling seamlessly to larger 
models. 

Better eviction strategy improves KaVa
Scaling to Longer Traces

Student vs Teacher KV cache

On MetaMathQA dataset, replacing 20–100% of CoT 
tokens with 24 latent tokens maintains high accuracy, 
demonstrating KaVa’s scalability.

Test accuracy


