WISCONSIN

UNIVERSITY OF WISCONSIN-MADISON

A statistical theory of overfitting for

imbalanced classification

Jingyang Lyu*  Kangjie Zhou'  Yigiao Zhong*

*Department of Statistics, University of Wisconsin—Madison
TDepartment of Statistics, Columbia University
November 7, 2025

Department of Statistics
SCHOOL OF COMPUTER, DATA & INFORMATION SCIENCES
UNIVERSITY OF WISCONSIN-MADISON

1/20



Collaborators

_ Al

Kangjie Zhou, postdoc at Columbia U Yigiao Zhong, UW-Madison

Paper: https://arxiv.org/abs/2502.11323
2/20


https://arxiv.org/abs/2502.11323

Challenges in high dimensional imbalanced classification

Training data {(@;,vi)}7, b P,.,. Features x; € R%. Binary labels y; € {+1}.
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Class imbalance. P(y; = +1) < P(y; = —1). (WLOG, assume “+1" is minority)

Challenge 1: High-dimensional features from pretrained neural networks
Challenge 2: Class imbalance in downstream tasks
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Challenges in high dimensional imbalanced classification

e A brief summary of high dimensional statistical theory:

‘ Low dimensions ‘ High dimensions
imati B B\ 5 B B
Parameter estimation <Hf3\|’ HBH> ~1 <III§H’ Hﬁl\> <1
Generalization Train error ~ Test error | Train error < Test error

Table: Qualitative comparison for linear classification, 3 is the slope parameter vector.
— Q: New angles for the (overfitting) effects of dimensionality?
e For imbalanced data, the minority has poor accuracy, classical theory and finite-sample
correction fail in high dimensions, while the practice is heuristic-driven and ad hoc...

— Q: How to quantify the impact of factors (imbalance ratio, SNR, dimension) on accuracy?
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Empirical phenomenon: Simulation

Settings:

1. Generate a (linearly) separable training set from a Gaussian mixture model (GMM):

+1, w.p. 7 (minority .
yi = ( . ) zi|yi ~ Ny, La),  i=1,2,....n
-1, w.p. 1—7 (majority)
2. Train a max-margin classifier (SVM): = ,@,BO,E
maximize K,

BER?,BoER,KER
subject to  yi((zi, B) + Bo) > K, V1<i<n,

182 < 1.

3. Visualize the distribution of logit f(w) = (:c,,@) + Eo on both training and testing set for

each class y = +1.
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Simulation results

ELD = empirical (training) logit distribution, TLD = testing logit distribution

Logit Distribution
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Figure: Empirical (training) and testing logit distribution for binary Gaussian mixture model
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Real data experiments

Imbalanced classification for tabular, image, and text data

RNAseq_ifnb, class 5 vs class 4 CIFAR-10, class 5 vs class 4 IMDDb, positive vs negative
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Figure: ELD and TLD of logistic regression classifier (the last fully-connected layer) for real data.

o Left: IFNB single-cell RNA-seq dataset.
e Middle: CIFAR-10 dataset preprocessed by pretrained ResNet-18 model for feature extraction.

e Right: IMDb movie review dataset preprocessed by BERT (110M) for feature extraction.
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Real data experiments

Downstream task for large language models

Training Logit Testing Logit
TruthfulQA, truthful vs false
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Figure: ELD and TLD of Llama-3-8B-Instruct activation probing on TruthfulQA dataset. Left,
Middle: Scatter plot on training/testing data for activations (31th layer, 26th head) of truthful
(minority) and false (majority) QA pairs after projection onto the top-2 directions. The marginal

distributions are shown on the upper and right sides. Right: Marginal ELD and TLD on 1st direction.
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Theoretical foundation

Theorem (Separable regime, simplified ver.)

Consider GMM with asymptotic regime n/d — 6 € (0,00). When data is linearly separable
w.h.p. (6 < 0.), we have the following convergence on logit distribution:

(a) (Testing logit) For a testing point (ZTtest, Ytest ):

oot ((@ests B) + Bo) 2 o'lluall + G+ Y85,

(b) (Training logit) For a training point (x;,y;), there is a distortion effect on the
distribution due to dependence between (x;,v;) and the classifier function f

Yi ((wz,@ + Bo) Wa, max{/@*,p*HuH L@ Yﬁg}.
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Extension: Non-separable regime

Proximal operator: prox,,(z) = arg min, g t) + ﬁ(f - ;r:)z}, where £ is the loss function (e.g., logistic loss)

Overfitting appears as nonlinear shrinkage governed by prox,, (Moreau-envelope gradient):
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@ @

Figure: Plots of proximal operator x — prox,,(z) where A represents the strength of overfitting.
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limiting ELD (v.) cause for overfitting (£*)
separable data  max{x*,LOGITS}  R*\/1 — p*2¢* = (rk* — LOGITS)
non-separable data  prox,:,(LOGITS) R*\/1 — p*2¢* = —\*Vey+,(LOGITS)
limiting TLD (v!°s*)  LOGITS
LOGITS := p* ||ul|, R* + R*G + Y B, (R* :=1 in separable case)

Table: Comparison of logit distributions on separable and non-separable data.
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Extension: Multiclass

Fr () is the logit for label &k

Logit distribution of class 1 Logit distribution of class 1
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Figure: Joint empirical logit distributions of multinomial logistic regression. The heatmaps display
empirical joint logits (fl (i), ﬁ(ml)) for features x; from class 1, where k = 2,3. Overlaid Gaussian
density contours (dashed curves) depict testing logit distributions. Left: 3-GMM simulation. Right:
CIFAR-10 image features preprocessed by pretrained ResNet-18.
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Rebalancing margin

Rebalancing margin is crucial in separable regime.
Consider margin-rebalanced SVM:
maximize K,
BERY, BoER, KER
SUbjeCt to yz(<wlaﬁ> + 50) > TR, Vi: Yi = +1

yi({xi, B) + Bo) = K, Vi:y;=-—1
182 < 1.
Margin ratio: 7 > 0.

e Note: ,@ does not depend on 7.
e Question: what is the optimal 77

Minority class
(y=+1)

Majority class
(y=-1)

Positive support
vector(s)

Negative support
vector(s)
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Setting 1: proportional regime

Gaussian mixture model with n/d — § € (0, 00)

Proposition (Proportional regime)

Define T°P' as the optimal margin ratio which minimizes the asymptotic balanced error
7°P* := arg min Err}, = argmin (Err’, + Err”* ) /2.
T T

(a) When T = 7°P*, we have 35 = 0 and Err’, = Err™ = Erry. In particular,

i (p) T o lul,
Jopt _ 2 || el 0 hore 10 =E[(G +1)]
-1 P ) G~N(0,1), (1) =0Vt
g = | TP
: (2(1—@ ||u||25> el

(b) When T = 7°P', the testing error Erry, is a decreasing function of |||, (signal strength),
d (aspect ratio) and 7 € (0,1/2) (imbalance ratio).

e When 7 is small, roughly speaking 7°P* =< 1/./7.
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Setting 2: high imbalance

Sub-Gaussian mixture model with 7 — 0, ||| = o0, § = n/d — oo

Theorem (High imbalance regime, sub-Gaussian mixture model)

Consider m =< d™ ¢,

pl|? < db, n = dtt, for some a,b,c >0, and a — ¢ < 1 (i.e. nw — o0).

(a) High signal (no need for margin rebalancing): . If1 < 14 < d¥?, then
Err} = o(1), Err* = o(1).

(b) Moderate signal (margin rebalancing is crucial): . If we choose

d=b¢ < 74 < d(@=9)/2, then
Err’ = o(1), Err* = o(1).
However, if we naively choose 74 =< 1, then
Err’y =1 —o0(1), Err* = o(1).

(c) Low signal (no better than random guess): . For any 14, we have

Errf > 1 — o(1).
b=2 () 14 /20
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r =log,(T

Simulation: 7 =d"

=< d=9, ||| < d¥/2, n < det (fix b= 0.3, ¢ = 0.1, d = 2000)
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Simulation: Consequences for uncertainty quantification

Setup: 2-GMM, n = 1,000, d = 500, = = 0.05, ||p|| = 1, train SVM with 7 = 7°P",
Reliability diagrams: For each p (z-axis), calculate P(y = 1 |p(x) = p) (y-axis) on test set.
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Figure: Imbalance worsens calibration.
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Summary

Goal 1. Provide a new angle of characterizing overfitting for imbalanced classification.

‘ Low dimensions ‘ High dimensions
imati B B\ B B
Parameter estimation <HBH’ Hﬁl|> ~1 <III§H’ Hﬁl\> <1
Generalization Train error &~ Test error Train error < Test error
Distribution of logits 1D projection of Py Skewed /distorted 1D projection of Py

Goal 2. Quantify the adverse effects of overfitting, esp. for the minority class.

More severe Test accuracy |
overfitting Poor calibrated

‘ Increasing dimension ‘ 0=51)

‘ More severe imbalance ‘ (r 1) -

’ Low signal strength ‘ (el 4)
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