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Given: unlabeled offline data 

Desired: goal-conditioned policy

How do we mitigate open-
loop bias in Q-chunking?

1-step TD is slow

Goal

naïve n-step return  
is faster but biased

Q-chunking (Li, Zhou, Levine; 2025)

Open-Loop Consistency

What we should be doing…

What we have been doing…

𝔼st′￼+1∼T(⋅∣st′￼,at′￼)[
t+h−1

∑
t′￼=t

γt′￼−tr(st′￼
, at′￼

) + γh ̂V(st+n)]Q(st, at:t+n) ←

𝔼st+1:t+h+1∼PD(⋅∣st,at:t+h)Q(st, at:t+n) ← [
t+h−1

∑
t′￼=t

γt′￼−tr(st′￼
, at′￼

) + γh ̂V(st+n)]

If we take  open-loop in the environment, where 
would we end up be at .

at:t+n
st+n

If we filter the prior data using , what is the 
conditional distribution of  in the data.

at:t+n
st+n

Initial 
State

•  Learn Q-function for action chunk instead of single action. 

•  Use n-step return for fast value learning while not suffering from 

the bias. (There is a caveat!)

Empirical Results
(ours)

(A) How does it compare to prior methods?

Previous SOTA!

(B) Ablation: -step returnn

(C) Hyperparameter sensitivity

Theoretical Results
DTV(T(st+h′￼

∣ st, at:t+h′￼
)

at:t+h′￼

∥ PD(st+h′￼
∣ st, at:t+h)) ≤ εh, ∀h′￼ ∈ {1,2,⋯, h}

Take open-loop

∥V⋆ − VQC∥∞ ≤ Θ ( εh

(1 − γ)(1 − γh) )
Result 1: Optimality of ACP under OLC

VQC : The value of the action chunking policy learned from D

Definition: the prior data  is -OLC if for all ,D εh st, at:t+h

V⋆ : The value of the optimal closed-loop policy

∥V⋆ − V∙∥∞ ≤ Θ ( ϑh

(1 − γ)(1 − γh) )

Result 3. Optimality of Closed-loop ACP under BOV

V⋆ − VQC ≥ O ( 1
1 − γ )

there exists an MDP and  whereD

Definition (informal): Prior data  exhibits -BOV if for all , D ϑh st, at:t+h

max
supp(PD(⋅∣st,at:t+h))

[Rt:t+h + γhV⋆(st+h)] − min
supp(PD(⋅∣st,at:t+h))

[Rt:t+h + γhV⋆(st+h)] ≤ ϑh .

(Informal) If  contains optimal behavior, thenD

∥V⋆ − V∙∥∞ ≤ O ( εh

(1 − γ)2(1 − γh) )

Result 2: Optimality of 
Closed-loop ACP under OLC

π∙ : Execute the first action in the chunk closed-loop

V∙ : The value of π∙

Qϕ(st, at:t+h) ← Rt:t+h + γhVξ̄(st+h)

QP
ψ (st, at:t+ha

) ← Expectile[Qϕ(st, at:t+h)]

Vξ(st) ← Expectile[Qψ(st, at:t+ha
)]

Value Learning

Policy Extraction

a1
t:t+ha

, ⋯, aN
t:t+ha

∼i.i.d πβ( ⋅ ∣ st)

a⋆
t:t+ha

= arg maxat:t+ha [Qψ(st, at:t+ha
)]

(Rejection Sampling)

(Implicit Value Backup)

Key Idea: Learn a policy that uses short action 
chunks (less open-loop bias) and a critic that 
uses long action chunks (faster value learning)

websitecode

long

short

QP(st, at:t+ha
) ≈ Q(st, [at:t+ha

, a⋆
t+ha:t+h]),

To learn the ‘short’ policy, 

optimal action  
chunk completion

short critic long critic

frequency

-value of all possible  
action chunk completions

Q

-expectileκ
QP

(e.g., 90%)

approximating argmax  
via expectile

Why does it work?

a⋆
t+ha:t+h = arg max Q(st, [at:t+ha

, at+ha:t+h])at+ha:t+h

OLC: Open-loop Consistency 
BOV: Bounded Optimality Variability


