
Perception: recognition and motion understanding 

• Midway path infers motion latents, 𝑚, from features 𝑧! and 𝑧!"#
• Forward dynamics uses backward features, 𝑣!, and 𝑚 to predict target features

• Predicted features, $z$"#, from higher levels used to refine 𝑚 at lower levels, 
similar to iterative refinement in optical flow like PWCNet and UFlow

• L2 latent prediction loss jointly trains all components, and joint-embedding 
invariance objective (DINO) encourages encoder to learn semantic features

• Recognition tells us what object is moving while motion tells us what moves 
together belongs together; humans learn both jointly through observation (above)

• Image SSL learns semantic representations from human-curated images; video 
SSL leverages temporal motion for learning, but does not explicitly capture it

• Inspired by forward and inverse models in neuroscience, we propose to leverage 
latent dynamics to jointly learn representations for recognition and motion

Can hierarchical latent dynamics 
modeling teach a model to 

perceive semantics and motion?

Contributions

• First SSL architecture to learn rich image-level representations for object 
recognition and motion understanding solely from natural videos

• Strong performance on both optical flow and semantic segmentation, while 
prior baselines only perform well on one task

• Novel analysis method based on forwarded feature perturbation shows Midway 
Network capturing high-level correspondences over time

• Compute motion latents, perturb source (green), forward predict to propagate 

perturbation to target, measure perturbation similarity to get heatmap

Humans acquire recognition and motion understanding through observation (Dupoux & LeCun, 2022)

Semantic segmentation and optical flow results

• Midway Network and baselines pretrained on BDD100K and WalkingTours

• Linear / UperNet readout on sem. seg. and finetuning on optical flow tasks
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Experiments pretrained on BDD100K. † DynaMo modified to use ViT-S and DINO objective

Forwarded feature perturbation analysis

Ablations: latent dynamics loss, backward layers, multi-level loss, iterative refinement, learnable gating on 
residual connections in forward dynamics transformer. mIoU on BDD100K, EPE on MPI-Sintel

MPI-Sintel optical flow finetuning evaluations after WalkingTours pretraining.
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