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Problem Definition: 
Multi-Agent Systems (MAS) struggle with optimizing agent interactions. 
Manual workflows are unstable, and automated topology search is unscalable.

Key Question: 
How to train agents to cooperate effectively within a fixed topology?

Process:
• Define Topology:
• Choose a fixed interaction structure (e.g., Hint-Actor or Critic-Actor) 

that specifies how the Collaborator and Actor exchange information.
• Generate Collaborative Signal:
• The Collaborator (trained, lightweight) takes the problem context and 

produces an auxiliary signal (hint or critique) based on the topology.
• Produce Final Answer:
• The Actor (fixed, powerful) receives the original problem and the 

Collaborator’s signal, then generates the final answer.
• Evaluate & Reward:
• The answer is compared to the ground truth using a binary reward 

(success/fail).
• Optimize Collaborator:
• Using Group Relative Policy Optimization (GRPO), the Collaborator’s 

policy is updated to maximize the expected reward, learning to 
generate effective guidance.

Performance in Complex Multi-Agent Topologies.
AgentPO consistently improves multi-agent systems.

Project Code

Comparsion between Collaborative and Actor Optimization.
Collaborative optimization outperforms direct Actor fine-tuning.

Key Contribution: 
We propose AgentPO, a framework that optimizes collaborative dynamics, not agent architecture.

• Efficient Optimization: 
• A lightweight Collaborator is trained via RL to guide a fixed, powerful Actor.
• Strong Performance: 
• Outperforms strong baselines by up to +11.3% on reasoning tasks.
• High Efficiency: 
• Achieves gains with only 500 training samples and 7.8% inference cost of prior methods.

Inference Efficiency and Practicality. 
AgentPO achieves an optimal accuracy–cost trade-off, delivering a scalable 
and cost-effective solution for advanced reasoning in practice.

Comparison with Baseline Methods. 
(1) AgentPO consistently outperforms all baseline algorithms.
(2) AgentPO scales effectively with the capability of the Actor model. 

Conclusion:    
(1) Optimizing how agents interact is more effective and scalable than searching for how to structure them.
(2) Collaborative optimization achieves better performance with far less training data than direct actor fine-tuning.
(3) AgentPO enables building hybrid multi-agent systems that combine powerful black-box API models with lightweight, locally trainable agents.
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