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Objective

Subhead

Data mixture optimization for multimodal LLM midtraining
remains underexplored. Current approaches rely on simple
heuristics or tune mixtures from only a single perspective

Subhead

Can we build an interpretable, compute-efficient framework
for multimodal mixture optimization that factorizes data
along multiple perspectives, discovers recipes via proxy

(data format or task type).

Overview

Stage 1. Controllable Data
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Decomposes data into actionable
and semantic buckets

MixAtlas recipes outperform strong
baselines at 7B scale
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Stage 2. Efficient Proxy-Based
Uncertainty Search

Small proxy model mmmmm) Evaluation
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Uncertainty-Aware
Active Sampling

Iteratively discovers high-performing
mixtures with minimal compute

Recipes transfer across model families
and scales

Task Axis

Image Concept Axis Task Axis Tmage Concept Axis

Benchmark  Unif Reg MixAtlas Gain  Unif Reg Cham MixAtlas  Gain Benchmark  Unif Reg MixAtlas Gain  Unif Reg Cham MixAtlas Gain

Visual Understanding Visual Understanding

12D 59.84  42.9% 5430 650  57.20  41.2% AL2D 58.65 60.80 5997 14% 5531 6221 5816 5T19  -81%

30.65  146.6% 2514 23 2390  36.48  1451% GQA 3261 3900 45.05 +15.5% 2514 44.27 2390 3648  -17.6%
7481 481% 7160 7230 7150 -19% ScienceQA  74.62 7380 7318 19% 7407 7353 7333 7149 3.5%

Document and Tezt Document and Teat

DocVQA 60.17 5830 62.98  +4.7% 350 1580 300  46.90 +196.8% DocVQA 56 74.31 2405 2586  46.83  181.1%

TextVQA 50.03 4810 54.51  +9.0% 2990 3000 2560  50.90  +69.7% TextVQA 64.24 4876 4060  50.92  4.4%

ChartQA 4344 4600 5016 49.0% 3330 3820 3460  41.80  +9.4% ChartQA 53.96 4116 3008 41.88  417%

Multimodal Reasoning

MMBench-EN 6340 63.50 67.35  +6.1% 5378 68.39 59.51  61.89 -9.5% . 6168 23 65.89 6297  60.82 7.7%

MMMU Val ~ 3978 39.80 41.67 +4.7% 3740 40.00 3810 40.30  +0.8% AL1L 4200 42.67 67 42,56 39.00  40.33 5.2%

MM-Vet 2812 2610 27.75  -1.3%  27.39 2615 2321  30.37  +10.9% 3138 2260  31.51 2716 2789 3142 412.7%

Mathematical al

MathVista 3260 3180 8710 418.8% 3559 33.40 36.20 3450 4% 3750 37.80  36.10 45% 3390 38.00 3190 3470 8.7%

AVERAGE 4672 4650 50.68  +8.5% 3719 40.12 37.30  47.18  +17.6% AVERAGE 49.84 5254 5427  +8.3% 4101 4676 4257 4721 +1.0%

models, and transfers them to full-scale training?

Stage 3: Full-Scale Transfer &
Performance Gains

Downstream Benchmark
Performance
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Transfer optimized recipe for
superior performance and efficiency

MixAtlas substantially improves training
sample efficiency.

Figure3 MixAtlas convergence effciency in Qwen2 7B. It
‘matches baseline fnal losses at least 54% fewer steps

Figured. MixAtlas convergence effciency in Quen2.5 7B.
Tt maches baseline final losses at least 51% fewer steps

Multi-task mixtures surpass single-task
midtraining
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Benchmark performance is highly
domain sensitive
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Benchmark performance is highly task

sensitive
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